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Abstract. Short text clustering (STC) is an important task that can discover
topics or groups in the fast-growing social networks, e.g., Tweets and Google
News. Different from the long texts, STC is more challenging since the word
co-occurrence patterns presented in short texts usually make the traditional meth-
ods (e.g., TF-IDF) suffer from a sparsity problem of inevitably generating sparse
representations. Moreover, these learned representations may lead to the inferior
performance of clustering which essentially relies on calculating the distances
between the presentations. For alleviating this problem, recent studies are mostly
committed to developing representation learning approaches to learn compact
low-dimensional embeddings, while most of them, including probabilistic graph
models and word embedding models, require all documents in the corpus to be
present during the training process. Thus, these methods inherently perform trans-
ductive learning which naturally cannot handle well the representations of unseen
documents where few words have been learned before. Recently, Graph Neural
Networks (GNNs) has drawn a lot of attention in various applications. Inspired by
the mechanism of vertex information propagation guided by the graph structure in
GNNs, we propose an inductive document representation learning model, called
IDRL, that can map the short text structures into a graph network and recursively
aggregate the neighbor information of the words in the unseen documents. Then,
we can reconstruct the representations of the previously unseen short texts with
the limited numbers of word embeddings learned before. Experimental results
show that our proposed method can learn more discriminative representations in
terms of inductive classification tasks and achieve better clustering performance
than state-of-the-art models on four real-world datasets.

1 Introduction

Short text clustering (STC) has drawn a lot of attention for the explosive volume of
short texts in the real-world applications, e.g., Tweets and Google News. STC aims to
group semantically similar documents without supervision or manually assigned labels,
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which has been proven to be beneficial in various applications including topic discov-
ery [23] and document summarization [4]. Compared with long documents, short texts
containing few words make the traditional document representations sparse, like Term
Frequency–Inverse Document Frequency (TF-IDF) or bag-of-words. Moreover, these
sparse representations may lead to the inferior performance of clustering which essen-
tially relies on calculating the distances between the representations.

Up to now, many approaches of short text representation learning have been pro-
posed, which mainly focus on learning compact low-dimensional embeddings for alle-
viating the sparse representation problem. For example, probability graph models, such
as GSDMM [32] and BTM [31], aim to learn the document-topic and word-topic rep-
resentations (or called distributions) by exploiting the latent topic structures of short
texts. More recently, embedding learning approaches, including Word2vec [22] and
SIF [1], are devoted to maximizing the probabilities of word co-occurrences within a
sliding window to learn the word representations. However, no matter the probability
graph models which are mostly designed for specific clustering tasks, or the embedding
learning models which employ classical clustering methods like K-means for document
clustering, they are generally transductive models that require that all documents in a
corpus are present during the training process. Though these models can perform well in
mapping those visited data (i.e., training data) into a low-dimensional space, they could
not be generalized to unseen documents, thereby being unable to support the tasks that
involve the unseen documents for clustering.

In essence, the major limitation of the existing STC techniques is that they could
not handle well the sparseness of words in the unseen documents. Compared with long
texts containing rich contexts, it is more challenging to distinguish the clusters of short
documents with few words occurring in the training set. Nevertheless, the previous
models either only concentrate on learning representation from the local co-occurrences
of words within the sliding window, e.g., Skip-Gram [21], or simply rely on the statistic
models, e.g., bag-of-words introduced in [2]. As such, they ignore the word information
propagation guided by the text structure which may benefit the clustering performance
by generating the unseen document representations. Besides, these mentioned models
often suffer from computational inefficiency because no parameters are shared between
words in the encoder (each word is presented as a unique vector during the training).

In the past few years, Graph Neural Networks (GNNs), such as GCN [15], Graph-
SAGE [11] and GAT [27], have shown ground-breaking performance on many tasks of
graph mining, while relatively little work has been applied to the document clustering
problem. One of the advantages in GNNs is that the vertices of graphs can share the
learning parameters in a neural network, thus the neighbor information of each vertex
can be easily aggregated. However, the main difference between graphs and texts is that
they have distinct data structures, specifically there are no explicit edges among words
in documents. Moreover, how to incorporate GNNs into document representation learn-
ing for short text clustering is still challenging.

To address the aforementioned problems, in this paper, we propose an inductive
document representation learning model (IDRL) that can map the short text structures
into a graph network and aggregate the neighbor information of words in the unseen
documents for representations. Specifically, starting from the original raw texts, we
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naturally construct a graph based on the word co-occurrence within a sliding window,
i.e., building edges between words. Then, we can import the edges into a neural network
for further operations. Here we follow the aggregation approaches in GraphSAGE [11]
to generate representations of words by aggregating their neighbor information. In this
way, the correlation between the local connectivity learned from word co-occurrence,
and the global structure obtained from multi-layer aggregations can be uniformly pre-
served in our model, which also alleviates the sparsity problem in the short text rep-
resentation learning. Finally, for the output layer, we adopt the objective function of
negative sampling [21] which encourages a target word to be close to its neighbors
while being far from its negative samples in the embedding space. To evaluate whether
our proposed method can learn more discriminative representations than state-of-the-
art models, we conduct experiments of inductive clustering and classification tasks on
real-world datasets. The main contributions of this paper can be summarized as follows:

– We propose an inductive document representation learning model, referred as IDRL,
that can efficiently generate embeddings for the unseen documents and benefit short
text clustering.

– Specifically, we firstly map the raw texts into a graph based on the co-occurrences
of words within a sliding window. Then, we construct a graph neural network that
can generate word representations by aggregating their neighbor information. Fi-
nally, we perform unsupervised representation learning with the negative sampling
method.

– We empirically evaluate the representations learned by IDRL on several real-world
datasets. Experimental results show that our proposed model can learn more dis-
criminative representations on inductive classification tasks and achieve better clus-
tering performance than state-of-the-art models.
The code and datasets will be released at the camera-ready stage. The rest of this

paper is organized as follows. In Section 2, we introduce the core idea of our proposed
model and present the IDRL algorithm. We discuss experimental results in Section 3
and present the related work in Section 4. Section 5 makes a conclusion and provides
our future work.

2 Proposed IDRL Model

In this section, we will first introduce the problem formulation and notations. Then, we
will present an overview of the proposed IDRL model as shown in Figure 1, followed
by detail descriptions of each training step.

2.1 Problem Formulation and Notations

Since we aim to learn the representations of documents that consist of words, we denote
a corpus as C = (D,V ), where D denotes a set of documents and V represents the
vocabulary of the documents. For each word v ∈ V , we want to learn a low-dimensional
embedding v ∈ Rd which preserves the word correlations, where d � |V | represents
the embedded dimension of the representation space.
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Fig. 1: An overview of the proposed IDRL model.

Moreover, to generate representations of the unseen documents, we need to aggre-
gate the neighbor information of the words that are unlearned before. Thus, we map
the short texts into a graph network for easily mining the neighbor structures of words.
Without loss of generality, we denote the network as G = (V,E), where V is the set of
vertices (note that we use the same notation V to represent the vertices and words
because they are referred to the same object), and E ⊆ V × V denotes the set of
edges generated based on the word co-occurrence within a sliding window.

2.2 Step One: Graph Generation

As shown in the upper part of Figure 1, before constructing a graph, we firstly conduct
preprocessing on the input short texts. Here we adopt the documents of paper titles as
the examples and use the standard NLTK6 tool for stopword removing and word stem-
ming. Then we present all words as vertices and build edges between them within a
sliding window. For example, for the target word ‘decis’, we can obtain the edges be-
tween ‘decis’ and ‘gener, markov, process, dynam’ accordingly when the window size
is two. It is worth mentioning that there is no need to use a large window size to cap-
ture the word relations with long distances, because our IDRL can learn the information
propagation guided by the graph structure (the details will be introduced in Section 2.4).

2.3 Step Two: Vertex Attribute Completion

In the next step, to preserve the global information of vertices in the graph, we perform
non-negative matrix factorization (NMF) [17] to obtain the vertex-community distribu-
tions as the vertex attribute features. Let M ∈ R|V |×|V | be the symmetric adjacency

6 https://www.nltk.org/
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matrix of a network, NMF can be performed by solving:

min
X≥0
||M−X ·XT ||2F + α||X||2F , (1)

where X ∈ R|V |×|C| indicates the vertex-community distribution which encodes the
global understanding of the network state, |V | denotes the number of vertices, |C| rep-
resents the latent community number, || · ||F is Frobenius norm of the matrix and α is
a harmonic factor to balance two components. In general, the reason why not simply
using X as the final vertex representations is that we want to preserve the correlation
of vertex-community from global network structures and vertex-vertex from local con-
nectivity in the embedding space (more details will be introduced in the next section),
which may alleviate the sparse problem in the short text representation learning. Ex-
perimental results in Section 3.4 and Section 3.5 also validate that the proposed jointly
learning method can outperform NMF on the subsequent tasks. Please note that the
framework of IDRL is general enough to adopt other feature extraction methods to re-
place the NMF approach for the vertex attribute feature learning. We employ NMF for
its popularity and fast training (its time complexity is linear to the size of vertices).

2.4 Step Three: Aggregation of Neighbor Information for Representation
Learning

To perform inductive learning, the designed model needs to allow embeddings to be ef-
ficiently generated for the unseen vertices (i.e., words, which represent the same objects
in this paper). GCN [15] firstly introduces an effective variant of convolutional neural
networks that can operate directly on graphs. For inductive learning on large-scale net-
works, an improved version of GCN [11] is derived. We follow their work and adopt a
localized spectral convolutional aggregator for representation learning, which is defined
as follows:

vl ← σ(Wl ·MEAN({vl−1} ∪ {vl−1p ,∀vp ∈ N (v)})), (2)

where MEAN denotes the element-wise mean of the vectors, Wl is the weight ma-
trices of layer l, vl is the embedding vector in layer l, σ is the sigmoid function, and
N (v) denotes the neighbors of vertex v. Note that we let v0 ← xv , where x denotes
the vertex-community distributions learned from Eq. (1). In summary, from Eq. (2), we
can see that the MEAN aggregator is able to aggregate the neighbor representations
of vertices including the unseen ones for inductive learning. Then, to learn vertex rep-
resentations in an unsupervised setting, we employ negative sampling (NS) [21] to the
output representations, which encourages a target vertex to be close to its neighbors and
meanwhile being far from its negative samples in the embedding space. The objective
function is defined as follows:

J (vi) = −log(σ(vTp · vi))−
K∑
j=1

Evj∼PNS(v)log(σ(−vTj · vi)), (3)

where vi is a target vertex, vp is its context vertex, σ is the sigmoid function, i.e.,
σ(x) = 1/(1 + exp(−x)), PNS(v) denotes the negative sampling distribution (the
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Algorithm 1: Training Process of IDRL
Input: Short text corpus C = (D,V ), dimension d, window size t, number of

community |C|, and number of neural network layer |L|
Result: Vertex embedding v,∀v ∈ V

1 begin
2 Conduct preprocessing on the short texts including stopword removing and

word stemming;
3 Construct a graph based on the word co-occurrence in a sliding window

with size t;
4 Perform NMF to obtain the community-vertex distributions {xv,∀v ∈ V }

according to Eq. (1);
5 Initialize weight matrices Wl,∀l ∈ {1, ..., |L|} randomly;
6 v0 ← xv,∀v ∈ V ;
7 while not converge do
8 for l ∈ [1, |L|] do
9 for v ∈ V do

10 vl ← σ(Wl ·MEAN({vl−1} ∪ {vl−1p ,∀vp ∈ N (v)}))
according to Eq. (2);

11 end
12 vl ← vl/||vl||2,∀v ∈ V ;
13 end
14 v← v|L|,∀v ∈ V ;
15 Employ NS [21] as the objective function (Eq.(3)) and use stochastic

gradient descent [14] for optimization;
16 end
17 end

details will be given in the followings), vj is a negative sample drawn from PNS(v),
K represents the number of negative samples used for the estimation, and vp, vi, vj

are the representations aggregated from the features involving their local neighbors.
This objective aims to encourage nearby vertices to have similar embeddings while
being distinct to their negative vertices. Besides, the distribution of negative sampling
PNS(v) is formulated as follows:

PNS(v) =
fβv∑
v∈V f

β
v

. (4)

where fv is the degree of vertex v in the graph, β is an empirical degree power that is
usually set to 3/4 [21, 26]. In general, NS is the most widely used method to optimize
the objective function of unsupervised representation learning for its low computational
complexity [10, 21, 26, 25].
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2.5 IDRL Algorithm

Till now, we have introduced the training process of IDRL shown in Figure 1. To go
into the details, we present Algorithm 1 for demonstration. Specifically, we firstly con-
duct preprocessing on the original short texts (Line 2). Secondly, we construct a graph
to represent the text data (Line 3). Next, we adopt NMF to obtain the vertex attribute
features (Line 4). Then, we perform forward propagation to obtain the aggregate embed-
ding (Line 8-14). Last, we employ NS [21] as the objective function and use stochastic
gradient descent [14] for optimization (Line 15). We repeat the last two steps until
achieving convergence.

3 Experiments

In experiments, we evaluate the performance of document representations on real-world
datasets with the tasks of inductive clustering and classification. Moreover, we also
investigate the parameter sensitivity of IDRL on these tasks.

3.1 Datasets

We conduct experiments on four widely used short text datasets with the statistics
shown in Table 1.

TweetSet7 consists of tweets from 2011 and 2012 microblog tracks published by
Text REtrieval Conference. It contains 2,472 tweets with 89 topics.

TSet, SSet and TSSet are the three variants of the Google News8 dataset, which
represent titles, snippets, and the combination of them, respectively. In general, they
contain 11,109 news including 152 topics.

3.2 Baseline Models

We employ several state-of-the-art approaches that are designed for short texts as the
baselines, including embedding learning models and probability graph models. There
are many other short text representation learning methods but we do not consider them
here, because either their performance is inferior to these baselines as shown in cor-
responding papers or they are transductive models that are inappropriate for inductive
document representation learning. The descriptions of the baselines are as follows.

SIF [1] proposes a relatively simple yet effective model for sentence embeddings. It
achieves significantly better performance than baselines including some sophisticated
supervised methods such as RNN [20] and LSTM [9] models.

Word2vec [22] is one of the most popular models which firstly incorporates a two-
layer neural network to learn word embedding. The designed network structure is shal-
low and computationally effective on large text corpora.

7 https://trec.nist.gov/data/microblog.html
8 https://news.google.com/news/
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Table 1: Statistics of datasets
Dataset Documents Topics Vocabulary Avg. len

TweetSet 2,472 89 5,098 8.56
TSet 11,109 152 8,111 6.23
SSet 11,109 152 18,478 22.20

TSSet 11,109 152 19,672 28.43

NMF [17] exploits non-negative matrix factorization to obtain vertex-community
distributions in a global understanding of networks. We include NMF as one of the
baseline models because we apply it to gain the vertex attribute features for our model.

GSDMM [31] is one of the state-of-the-art probabilistic graph models designed for
short text clustering. It adopts the mixture of Dirichlet and multinomial distributions to
learn the document and word representations.

BTM [31] is a classical probabilistic model that uses an aggregated pattern (called
biterms) for alleviating the sparse word co-occurrence problem at the document-level
in the short texts.

3.3 Parameter Settings and Evaluation Metrics

For the models (i.e., NMF, GSDMM, BTM, and the proposed IDRL) requiring a pre-
defined topic/community number, we provide the ground-truth setting shown in the
datasets. Since SIF needs pre-trained embedding to initialize parameters, we adopt the
GloVe word embedding [24] which is trained on several large social-network corpora.
For Word2vec and IDRL using negative sampling for optimization, we follow [22] and
uniformly set the number of negative samples as 5. For the other parameters of mod-
els, we follow the preferred settings in their corresponding papers. Besides, since IDRL
exploits an aggregate neural network, we follow [11] by setting the number of network
layers l = 2, the hidden dimension d = 128, and the neighborhood sample sizes of
layers S1 = 25 and S2 = 10, respectively. In addition, we use Adam optimizer [14]
with the initial learning rate 1e-3 to perform stochastic gradient descent.

To evaluate document clustering performance, we report two widely used metrics,
the clustering accuracy (ACC) [13] and the normalized mutual information (NMI) [30].
When the clustering results perfectly match the ground-truth topics, both the values of
ACC and NMI will be one. While the clustering results are randomly generated, the
values will be close to zero. Moreover, to measure inductive classification performance,
we adopt Liblinear package [7] with default settings to build the classifier and employ
Micro-F1 and Macro-F1 metrics [8].

3.4 Evaluation on Inductive Clustering

In this section, we conduct inductive document clustering to verify the performance of
our proposed IDRL. Specifically, we randomly select partial short texts (90%) as the
training data for representation learning. After that, combined with the learned word
embeddings, we can obtain each document embedding by recursively aggregating the
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Fig. 2: ACC performance of clustering results.

neighbor information of its words. Then we run K-means on the rest documents (10%)
for clustering where few words have been visited before. To ensure reliability, we take
10 runs and report the averages of experimental results. Figure 2 and Figure 3 show the
clustering performance of various models on four short text datasets. More concretely,
we can obtain the following observations:

(1) From Figure 2, we can observe that IDRL can outperform the other baseline
models in terms of ACC, which verifies the effectiveness of our proposed method. In
general, the order of ACC performance except IDRL isGSDMM > BTM > SIF >
Word2vec > NMF . One possible reason is that both GSDMM and BTM are specially
designed for clustering tasks (performing transductive clustering in their papers) while
SIF, Word2vec, and NMF are more general methods for representation learning.

(2) Besides, from Figure 3, we can see that IDRL can also achieve consistent im-
provements over state-of-the-art models, which is supplementary to confirm the superi-
ority of IDRL for handling unseen document clustering. Moreover, we note that IDRL
performs better than NMF, which demonstrates that the advantage of IDRL comes be-
yond the prior knowledge from NMF (we apply it to obtain the vertex-community dis-
tributions as the vertex attribute features before inductive representation learning and
the details can be referred to Section 2.3).
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Fig. 3: NMI performance of clustering results.

3.5 Evaluation on Inductive Classification

To verify whether our proposed model can learn more discriminative representations,
we perform inductive classification tasks on four real-world datasets. More concretely,
we randomly select 30%, 50%, 70%, and 90% documents as the training set and the
remained ones as the testing set. We report the classification results with Micro-F1
and Macro-F1 metrics in Table 2, 3, 4, 5, where the highest scores are highlighted in
boldface. From these tables, we have the following observations:

(1) Our proposed model (IDRL) significantly outperforms the other models on all
datasets with different training ratios, which demonstrates the effectiveness of IDRL
for aggregating the neighbor information of the words unlearned before to generate
representations for the unseen documents.

(2) Specifically, the overall performance of the baselines follows a sequence as:
SIF , Word2vec > NMF > BTM > GSDMM . Though BTM and GSDMM
perform well on the clustering tasks as shown before, the representations learned by
them are less discriminative than the ones learned by SIF, Word2vec, and NMF. In
general, IDRL can achieve 11.5%, 8.1%, 3.7%, and 4.9% performance gains over the
second-place models on average of training ratios in TWeetSet, TSet, SSet, and TSSet,
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Table 2: Document classification result (%) of TweetSet

Method
30% 50% 70% 90%

Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1
GSDMM 31.23 14.45 30.45 13.92 36.47 18.36 40.34 20.10

BTM 32.99 15.79 32.08 16.03 38.91 22.33 44.80 28.23
NMF 36.76 20.79 40.58 24.89 41.77 26.81 44.16 28.20

Word2vec 52.87 47.28 54.77 49.19 56.62 50.48 60.72 54.08
SIF 61.99 59.67 62.82 60.15 63.74 61.47 65.82 64.18

IDRL 68.44 64.50 71.28 67.91 72.32 69.58 72.82 70.26

Table 3: Document classification result (%) of TSet

Method
30% 50% 70% 90%

Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1
GSDMM 36.98 18.53 40.30 24.30 42.66 27.05 45.51 29.64

BTM 42.09 25.34 44.86 29.72 46.79 32.09 48.91 34.98
NMF 37.85 23.97 39.91 27.97 40.55 29.11 41.16 29.48

Word2vec 63.73 59.67 65.46 61.54 65.06 61.13 65.28 61.03
SIF 59.91 56.11 60.47 56.95 60.37 56.93 60.24 56.89

IDRL 67.36 63.43 69.56 66.32 70.67 67.85 70.94 67.48

Table 4: Document classification result (%) of SSet

Method
30% 50% 70% 90%

Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1
GSDMM 31.73 12.19 31.59 12.08 31.64 12.15 32.92 13.01

BTM 32.52 12.79 32.92 12.65 33.00 12.54 34.16 13.49
NMF 34.00 16.06 34.35 16.74 35.08 17.89 36.25 19.16

Word2vec 54.98 47.99 55.69 48.56 56.16 49.26 57.31 50.43
SIF 59.88 55.59 60.19 55.97 59.93 55.76 60.18 56.04

IDRL 59.81 56.17 61.93 57.47 62.71 58.36 64.36 59.91

respectively. We can summarize that our proposed IDRL can obtain more benefits on the
texts with shorter length (the statistics of datasets is shown in Table 1), which validates
the capability of IDRL on short text representation learning.

3.6 Parameter Sensitivity

In this part, we analyze the sensitivity of IDRL to the parameters when conducting
clustering and classification tasks.

Firstly, we try to investigate how the embedded representation dimension affects the
performance of IDRL by varying its numbers in {100, 128, 160, 190}. We report the
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Table 5: Document classification result (%) of TSSet

Method
30% 50% 70% 90%

Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1 Micro-F1 Macro-F1
GSDMM 32.99 12.42 32.95 12.45 32.87 12.40 33.91 12.60

BTM 34.32 12.97 33.70 12.87 34.41 12.78 35.24 13.16
NMF 36.76 14.33 38.73 17.28 40.34 20.32 41.04 21.79

Word2vec 59.54 53.58 60.25 53.92 60.64 54.22 61.97 55.98
SIF 50.51 45.52 51.06 46.17 51.61 46.48 51.27 46.04

IDRL 60.60 52.38 62.91 55.90 64.83 59.30 65.70 60.90

experimental results on TweetSet as shown in Figure 4. Specifically, from Figure 4a,
we can see that the NMI performance increases slowly while ACC performance keeps
stable with the growth of dimension. In general, the clustering performance of IDRL is
robust to the dimension setting. Besides, Figure 4b and Figure 4c show that the curves of
classification performance, including Micro-F1 and Macro-F1, tends to rise with slight
fluctuations as the dimension number goes. Note that for easy presentation, we only
present the performance of TweetSet with training ratios 30%, 50%, 70%, and 90%. In
summary, our IDRL achieves relatively stable performance on different dimensions.

Secondly, as mentioned before, since we run K-means on the testing documents for
clustering, we want to estimate how the settings of cluster numbers affect the clustering
performance of IDRL. We vary the numbers in {70, 90, 110, 130, 150, 170, 190} and
report the NMI results on four datasets as shown in Figure 5. Note that we omit the
ACC performance for similar trends. From Figure 5, we can see that IDRL can achieve
the best performance when the cluster number is set to 90 on TweetSet. Besides, on the
other datasets, IDRL firstly grows with the cluster size. Then it achieves diminishing
performances and becomes stable when the number is around 150. For larger values,
IDRL begins to drop gradually. These detected cluster numbers are matched the ground
truth of the total topics in the datasets, which indicates that IDRL can dynamically
detect the cluster numbers in the short texts.

4 Related Work

In short text clustering, compared with long texts containing rich contexts, one of the
main challenges is the sparsity problem that a short document only covers a few words.
To address this problem, a lot of work has been proposed.

Some of the previous work resort to external knowledge for enriching short text
representations. For example, Hu et al. [12] exploit Wikipedia to extend short texts.
Similarly, Wei et al. [29] incorporate ontologies to enrich texts. Therefore, these meth-
ods are on supervised learning and their performance may be affected by the quality of
external sources. Instead, our proposed method is performed in an unsupervised setting
for short text representation learning.

In the past few years, graph probabilistic models (e.g., LDA [2]) obtain a lot of
attention for their excellent capability of interpretability. Specially designed for short
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Fig. 4: Influence of dimension setting on clustering performance, Micro-F1, and Macro-
F1, respectively. Note that we use ‘TR’ to represent training ratios.
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Fig. 5: Clustering performance with respect to the cluster number on four datasets.

text clustering, GSDMM [32] employs Dirichlet distributions and follows the assump-
tion that all words in a document are related to the same topic. BTM [31] proposes
an explicit way (biterms) to model the word co-occurrence pattern in the short texts.
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After that, variant of probabilistic models (e.g., GSDPMM [33] and DP-BMM [5]) are
proposed for different applications of short texts. However, all these mentioned models
are restricted by the sparse word co-occurrence pattern which may not be applicable to
inductive short text clustering where few words have been visited before in the train-
ing process. Moreover, they are statistic models that lack consideration of word order
information which could generate benefits in representation learning.

More recently, with the rise of neural network techniques, Word2vec [22] firstly
incorporates a two-layer neural network to learn word embedding. Then the variants
including sentence-based embedding (e.g., SIF [1] and STV [16]) and paragraph em-
bedding (e.g., PV [18] and PV2 [6]) methods are presented and proven to be effective on
a variety of tasks. Though these embedding approaches are context-aware and perform
well in mapping training data into a low-dimensional space, they are transductive mod-
els that could not support the clustering tasks involving the unseen documents. Besides,
most of the models are not specially designed for short texts, thus, it would be challeng-
ing for them to distinguish the clusters of short documents with few words occurring
in the training set. Moreover, these previous models ignore the word information prop-
agation guided by the text structure and they are computational inefficiency since no
parameters are shared between words during the training.

Note that there are many other deep clustering methods [28, 3, 34, 19] that have
shown promising performance in graph mining. One important difference between these
methods and our work is that we have distinct data structures, specifically, there are no
explicit edges among words in documents. In addition, these methods are also trans-
ductive models that are still challenging for inductive short text clustering. In general,
the main limitation of the existing methods for short text clustering is that they could
not handle well the sparseness of words in the unseen documents.

5 Conclusion and Future Work

In this paper, we propose an inductive document representation learning model, called
IDRL, for short text clustering. IDRL can efficiently generate embeddings for the un-
seen documents where few words have been visited before in the training process.
Specifically, we firstly map the short texts into a graph network based on word co-
occurrences within a sliding window. Then to preserve the global information of ver-
tices (each word is represented as a vertex) in the graph, we conduct non-negative matrix
factorization to obtain the vertex-community distributions as the vertex attribute fea-
tures. Lastly, to perform inductive representation learning, we construct a graph neural
network that can aggregate the neighbor information of the words in the unseen docu-
ments. In general, our proposed model is practical and the experimental results on the
real-word datasets validate the effectiveness of IDRL in terms of inductive clustering
and classification tasks. Besides, one of our possible future work is exploring the pos-
sibility of making inductive document clustering and conducting online representation
learning simultaneously without completely retraining the whole dataset.
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