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Abstract— Mining topics on social media (e.g., Twitter and
Facebook) is an important task for various applications, such as
hot topic discovery, advertising, and promotion activities. Topic
modeling techniques are helpful to find out topics that people
are talking about. However, current full-analysis models cannot
perform well on a focused analysis task—find out all topics
related to one particular area in short documents. One reason is
that the targeted topic is usually sparse in the corpus of short
texts. Another one is, during clustering, even minor errors may
compound and render the model useless. This article studies
these problems and proposes a targeted analysis model (TAM)
with reinforcement learning (RL) to extract any specific topic
in a given corpus and perform fine-grained topic generation.
In this work, we design a reward function of RL to prevent the
false propagation problem induced by Gibbs sampling during the
clustering. We amend the targeted topic modeling techniques to
the case of RL and use policy search combined with the Gibbs EM
algorithm for parameter estimation. Metrics of F1 score and the
proposed normalized mutual information-F1 are exploited for the
evaluation of clustering and topic generation, respectively. Our
experiments have demonstrated that TAM can outperform state-
of-the-art models—specifically achieving 25.7% improvement on
the F1 score for binary clustering on average.

Index Terms— Reinforcement learning (RL), targeted analysis
model (TAM), text mining, topic modeling.

I. INTRODUCTION

IN RECENT years, topic modeling has been extensively
studied as one of the effective solutions for inferring

latent topical structures from a given text corpus. Successful
approaches, such as Latent Dirichlet Allocation (LDA) [1] and
Probabilistic Latent Semantic Analysis (PLSA) [2], typically
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perform a full analysis over the data set in order to discover
all topics based on the high-order word co-occurrence pat-
tern [3]. However, in many situations, users may only want
to conduct topic analyses within a very specific domain by
providing a few keywords (also referred to as seed words). For
example, given a text collection covering miscellaneous topics,
including “sport,” “politics,” “entertainment,” and many other
domains, some users may only want to perform topic analysis
within the “sport” domain, or even more specifically, they may
be willing to focus on “nba” topic in this domain by giving
keywords “nba” and “basketball.” Nevertheless, one of the
challenges is that those irrelevant topics usually quantitatively
dominate the collection, especially for the case of social media
data (e.g., Tweets), which are generated by a great number of
users from different areas. Therefore, an effective solution for
performing domain-restricted topic analysis over collections
is essential to satisfy users’ information needs, which has
motivated research on targeted topic modeling for focused
analysis (TTM) [4].

Existing topic models proposed by [4]–[7] aim at increasing
the probability of drawing a relevant topic from documents
containing the given keywords (seeds) while giving a relatively
low probability to the other documents to prevent the overfit-
ting problem. However, in reality, the number of documents
in each domain can be significantly imbalanced, and the
targeted documents only occupy a very small proportion of
the corpus. This phenomenon makes it difficult to perform
a binary clustering task for targeted topics analysis. To better
understanding this situation, we select parts of documents from
two clusters in the Google News data set for a demonstration.

Cluster: NHL concussion, sparsity: 0.33%
(d1) sport concussion fear spread pro hockey player
court.
(d2) jeremy roenick flyer speaks nhl lawsuit concussion.
(d3) nfl concussion case offer clue hockey lawsuit.
Cluster: NFL concussion, sparsity: 2.72%
(d4) bronco injury wes welker pass concussion julius.
(d5) hochman nfl concussion protocol bronco wes
welker.
(d6) wes welker neck concussion miss practice.
(d7) concussion symptom bronco wes welker didn.

In our example, given a collection of tweets with mul-
tiple domains, the user wants to gain insight into topics
discussing about concussion in nhl, which takes a relatively
small percentage (0.33%) compared with nfl (2.72%) in the
corpus. When applying the currently focused analysis topic
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models [4], [8], [9] on the collection to extract the targeted
documents (d1–d3), because one of the keywords concussion
has high word co-occurrence in both clusters, documents
containing this word (d4–d7) might be clustered as the targeted
documents as well. Then, the nontargeted documents from
cluster “NFL concussion” occupying a larger percentage of
the corpus will intrude into the related documents. Once
some irrelevant documents are wrongly clustered, words in
them may be sampled as the focused terms by the cur-
rent focused topic models. And the error will propagate
to the later calculation and cause the false propagation.
The experiments in [10] also indicate that topic modeling
results of a domain are quite sensitive to the noise gen-
erated by the other domains when they share high word
co-occurrence.

In a nutshell, the existing models cannot perform well on
the focused analysis of short texts (e.g., Tweets) in a targeted
domain. One of the major problems is that the nontargeted
documents always have a chance to be sampled as the relevant
ones and cause false propagation in the generative process of
the topic models.

In this article, we proposed a targeted analysis
model (TAM) with reinforcement learning (RL) to address
the above-mentioned problems. We model the policy in RL as
the targeted topic-word distribution. At each episode (or trial),
a new collection of documents is generated by the learned
policy. We design a reward function to prevent the false
propagation induced by the nontargeted documents. After
obtaining the rewards, we can update the policy and take
actions to achieve more relevant documents. The proposed
model is able to discover the relevant documents by a few
given keywords and generate fine-grained topics.

The contributions of this article can be summarized as
follows.

1) To the best of our knowledge, this is the first study
that models the relevant document clustering task as a
Markov decision process (MDP).

2) For the incompleteness of the given keywords,
we exploit a nonparametric probabilistic sampling of
directional keyword generation to formulate the RL pol-
icy search method. Moreover, to prevent the nontargeted
document intrusion induced in probability sampling,
we employ the Bayesian factor in the reward calculation
function to evaluate the information brought by the
policy.

3) Our proposed framework is designed as an open struc-
ture that variants of the topic models can incor-
porate with RL to fulfill different targeted analysis
demands.

4) Experiments on real-life data sets demonstrate that the
proposed TAM with RL outperforms the state-of-the-art
approaches markedly.

The rest of this article is organized as follows. In Section II,
we report the preliminary work. Section III introduces the
core idea of our proposed model and presents the parameter
inference. We discuss experimental results in Section IV and
give related work in Section V. Section VI concludes our work
and gives our future work.

II. PRELIMINARY

RL is a technique of learning to act optimally through
interactions and simulations in an unknown environment [11].
RL has been widely used and shows its effectiveness in learn-
ing an optimal decision-making policy in many applications,
such as simulation games [12] and map searching [13].

The learning process of the agent in an RL framework is
guided by the designed policy and reward function, which are
suitable to address the false propagation problem induced by
Gibbs Sampling used in the current topic models. Inspired
by that, we model the relevant document clustering problem
as an MDP task and design an adaptive policy and a proper
reward in the RL framework. The details will be introduced
in Section III.

The goal of an immediate reward RL problem formulated
by [14] and [15] is to find the policy parameters θ that
maximize

J (θ) =
∫

p(s)
∫

πθ(α|s)r(s, α)dads (1)

where s ∈ Rn denotes states of the current environment, α
denotes actions taken by the learning agent, p(s) denotes the
distribution of states which is treated as fixed in immediate
reward RL problems, the policy πθ(α|s) = p(α|s, θ) is mod-
eled as a probability distribution, and r denotes the rewards
brought by action α to state s.

Furthermore, for the application of the EM-based probabilis-
tic RL framework proposed by [16], the objective function of
the transformed optimization problem can be further derived as

J (θ) =
T∑

t=1

λt−1πθ(αt |st )rt (2)

where T denotes the number of steps in one episode or trial,
rt denotes r(st , αt ) that is a reward function in step t and has
its boundary, and λ is a discount factor for bounded rewards.
We adopt this EM-based probabilistic RL framework for two
reasons. The first one is that we can use Jensen’s Inequality
to establish the lower bound of the log expected cumulative
reward J (θ). Second, it is intuitive that the EM iteration is
similar to the way of RL: performing an expectation E step,
which creates a function for the expectation of rewards brought
by actions, and a maximization M step which computes
parameters maximizing the expected rewards found on
the E step.

Through this RL framework, the proposed TAM can tackle
the problems of the existing topic models, as mentioned in
Section I. The details will be given in the following.

III. TAM MODEL

In this section, we first formally define the problem of
targeted topic modeling with RL and then present the proposed
model and the parameter estimation.

A. Problem Formulation

Given a collection of documents D, the vocabulary V , and
a set of keywords provided by users, the major tasks of the
proposed model can be defined as to:
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1) retrieve relevant documents according to the keywords
given by users;

2) generate fine-grained topics on the retrieved documents.
We model this goal as an MDP task: an agent takes an

action at ∈ A in state st ∈ S at time t and receives a
reward r(st , at ). Then, the state transits to the next state
st+1 ∼ p(st+1|st , at). The agent records a sequence of states
and actions as a trajectory denoted by [s1:T , a1:T ]. The goal
of an agent is to optimize policy πθ parameterized by θ
according to the accumulated reward R along interacting with
the environment (i.e., the corpora in our work).

To derive our learning algorithm, similar as in [14] and [16],
we use Jensen’s Inequality to establish the lower bound of the
log expected cumulative reward formulated in (2) as follows:

log J (θ) = log
T∑

t=1

λt−1πθ(αt |st )r(st , αt )

= log
T∑

t=1

λt−1 p(st)

p(st)

πθ(αt |st )

πθ(αt |st )
πθ(αt |st )r(st , αt )

= log
T∑

t=1

λt−1 p(st)πθ (αt |st )
πθ(αt |st )r(st , at )

p(st)πθ (αt |st )

≥
T∑

t=1

λt−1 p(st)πθ (αt |st ) log
r(st , at)

p(st)
(3)

where log J (θ) is the log expected cumulative reward brought
by policy πθ . Therefore, maximizing log J (θ) is equivalent to
maximizing the lower bound shown in (3).

B. Proposed Model

In this section, we give a detailed explanation of the RL
components in our proposed model.

State s: The state s is defined as a tuple {{mw
r }V

w=1,
{mw}V

w=1, {nw
r }V

w=1, {nw}V
w=1, D, �dr , V }.

1) mw
r is the number of relevant documents containing

word w.
2) mw is the total number of documents containing word

w.
3) nw

r is the frequency of word w with relevant status.
4) nw is the total frequency of word w.
5) D is a set of documents in the corpus.
6) �dr is a set of documents related to the targeted topic.
7) V is a vocabulary of the corpus.
1) State Transition: The above-mentioned tuple is used

to present the state transition after obtaining new relevant
documents as the reward. The update of state s for each new
rewarded document d is formulated as follows:

mw
r = mw

r + 1 ∀w ∈ d

nw
r = nw

r + Nw
d ∀w ∈ d

�dr = �dr ∪ d (4)

where Nw
d is the number of occurrences of word w in

document d .
2) Policy πθ : In the RL framework [14], policy πθ is

modeled as a probability distribution πθ(α|s) = p(α|s, θ)
with parameter vector θ . This policy is designed to draw an

action from the current state. In our work, we define the action
as selecting documents containing relevant words, which are
related to the given keywords. We name these relevant words
as the directional words since they provide the orientation
of information propagation by constructing the new candidate
set of relevant documents. And these new documents will be
further calculated by the reward function. In this way, we can
discover more words related to the given keywords to get a
complete “picture” of the targeted topic. We model θ as the
multinomial distribution over the targeted topical words. Then,
the policy can be formulated as

πθ(a|s) = Mult(α|s, θ)where {θw}w∈V , θw = mw
r

mw

nw
r

nw
(5)

where θw represents the weight of each word being the
directional one in the corpus. It is proportional to the ratios
of the number of relevant documents mw

r containing word w
to the total number of documents mw containing w, and the
frequency of relevant word nw

r to the overall frequency of word
nw . It is intuitive that if more relevant documents contain word
w and the frequency of w accounts for a larger proportion in
the relevant document set, this word is more likely to be drawn
as the directional word.

For a better understanding of how this policy works, a sim-
plified example extracted from a real-life data set is given to
illustrate the process

(d1) boston celtic jermaine neal arthroscopic knee
surgery recovery period week espn nba.
(d2) espn nba celtic kendrick perkins knee surgery will
season debut tuesday cavalier celtic.
(d3) sending prayer marquis daniel boston celtic pray
okxo.

Assume that a user gives a keyword “nba” and wants to
find out all the related documents in this topic. The first step
is to obtain the initial pseudorelevant documents containing
the given keyword (i.e., d1 and d2) in state s0. All the
words in these pseudodocuments are regarded as the candidate
directional words. Then, we follow (5) to draw a directional
keyword w (e.g., “celtic”). Notice that, as mentioned earlier,
this policy is based on an intuitive hypothesis that all words in
a short document are likely to be about the same topic. Since
the directional word is co-occurring with the given keyword,
we can roughly assume that the relevance relationship is
transitive and documents containing this word may be relevant.
Then, an action is drawn from the policy: a new collection of
documents denoted as �dnew is constructed by the directional
word (e.g., d3 containing “celtic” is found), which will be for-
warded into the reward calculation introduced in the next part.

3) Reward Transformation: In our work, we design the
reward transformation as a sign function to prevent the non-
targeted document intrusion from a new set of latent relevant
documents �dnew brought by the actions. The sign function is
formulated as follows:

r(s, α) =
{

e, B21(d) > τ

e−1, B21(d) ≤ τ
(6)

where B21 is the Bayesian Factor (will be introduced in the
following) which is used to evaluate the relevance degree of
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document d belonging to the targeted topic, τ is a threshold set
up based on the data sets under use, e represents mathematical
constant, r(s, α) = e represents a positive feedback which
indicates that document d is related to the target topic, and
r(s, α) = e−1 denotes a negative feedback, which indicates
document d is unrelated to the target topic. In the following
sections, we will introduce Bayesian factor and its calculation
in the proposed model.

Bayesian Factor: It is reported in [17] as a summary of the
evidence provided by the data in favor of one scientific theory
as opposed to another. Therefore, in the above-mentioned
equation, B21 serves as the degree of evidence that can be
viewed as measuring the relative success of H1 and H2 at
predicting the data. H1 and H2 are a pair of opposing hypothe-
ses. The larger B21 means more confidence of hypothesis H2

compared with H1. The experiments in [17]–[19], referred to
the log Bayesian factor as the “weight of evidence,” have
shown its effectiveness on the evaluation of the degree of
hypothesis support.

In this article, the hypothesis of H2 defined here is that
new document dnew is related to the targeted topic and should
be assigned to the relevant document set �dr . Correspondingly,
H1 represents the opposed hypothesis and is defined as the
learning barrier when clustering dnew as the relevant document.
The posterior probability of hypothesis Hi given a document
d is formulated as:

p(Hi|d) = p(d|Hi)p(Hi)

p(d|H1)p(H1) + p(d|H2)p(H2)
(7)

so that
p(H2|d)

p(H1|d)
= p(d|H2)p(H2)

p(d|H1)p(H1)
(8)

and the Bayesian factor B21 is defined as

B21(d) = p(d|H2)

p(d|H1)
(9)

where B21(d) is set to be the ratio of the probabil-
ity of hypothesis H2 to the probability of its opposed
hypothesis H1.

Calculation of Bayesian Factor: As mentioned earlier, H2

represents that a document d is related to the target topic and
H1 represents the opposite. Here, we use {zr , zir } to denote the
relevant and irrelevant statuses of the document d , respectively.
We can further derive Bayesian factor B21 in (9) as

B21(d) = p(d|H2)

p(d|H1)
= p(d|zr , �dr )

p(d|zir , �dir )
(10)

since

p(d|zr , �dr ) ∝
∑
w∈d

p(zr |w, �dr )p(w| �dr )

p(d|zir , �dir ) ∝
∑
w∈d

p(zir |w, �dir )p(w| �dir ) (11)

and

p(zr |w, �dr ) = t f (w, �dr )

t f ( �dr)
, p(w| �dr ) = d f (w, �dr )

d f ( �dr)

p(zir |w, �dir ) = t f (w, �dir )

t f ( �dir )
, p(w| �dir ) = d f (w, �dir )

d f ( �dir )
. (12)

Algorithm 1 Training Process of TAM

Input: A collection of doucments �d , user given keywords
S, threshold τ , residue norm tolerance ε

Result: Targeted relevant documents �dr , finge-grained
cluster assignments �zd of documents in �dr

1 begin
2 Initialization: Grouping documents that contain the

given keywords S into a pseudo document set Dr and
�dr = Dr ;

3 Zero the variables mw
r , mw, nw

r , nw ;
4 for each document d ∈ �d do
5 if document d ∈ Dr then
6 for word w ∈ d do
7 mw

r = mw
r + 1 and nw

r = nw
r + Nw

d ;
8 end
9 end

10 mw = mw + 1 and nw = nw + Nw
d ;

11 end
12 while |θk+1 − θk | > ε do
13 begin E Step:
14 Sample T times to obtain a list of directional

words based on Eq. (5);
15 A new collection of documents denoted as �dnew

is constructed by the directional words;
16 end
17 begin M Step:
18 for document d ∈ �dnew do
19 Computing the reward transformation with

threshold τ according to Eq. (6);
20 end
21 Maximize the cumulative rewards by keeping

the positive feedback and discarding the
negative one, then we can obtain the new
relevant documents �dnew,r and make
�dr = �dr ∪ �dnew,r ;

22 Conduct state transition to update the state
using Eq. (4);

23 Obtain θk+1 with the updated state according to
Eq. (16);

24 Perform fine-grained topic generation by
exploiting Dirichlet multinomial mixture model
(DMM) [20] on the relevant documents �dr to
update the parameters of topics and words
distribution based on Eq. (14);

25 end
26 end
27 end

Therefore,

B21(d)≈
∑
w∈d

t f (w, �dr )d f (w, �dr )

t f ( �dr )d f ( �dr )
· t f ( �dir )d f ( �dir )

t f (w, �dir )d f (w, �dir )
(13)

where t f (w, �dr ) is the term frequency of word w in �dr , t f ( �dr )
is the total number of words in the relevant document set
�dr , d f (w, �dr ) is the number of documents containing w in
them, d f ( �dr ) is the number of documents combined in �dr ,
and correspondingly �dir is the set of documents in the corpus
D except documents in �dr .

Fine-Grained Topic Generation: By applying the aforemen-
tioned policy search RL, we can find the relevant documents
�dr in each state st . Since our final goal is to generate
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fine-grained topics based on the relevant documents, here,
we exploit a topic model in each state st . Classical model
(i.e., LDA) and its variants can be used to generate the
topic and word distribution. With respect to the short text
mining, mixture of unigrams and DMM are proposed by
[20] and [21] and show their effectiveness of the fine-grain
topic generation in the experiments [22]–[24]. The assumption
that all words in a document are sampled from the same
topic alleviates the sparsity problem in the topic inference
and is fit for the nature of short text documents. Notice that
different from the previous full-analysis topic models, we only
need to focus on the relevant document set �dr . We exploit
DMM and Gibbs Sampling [20], [25] for topic generation
and parameter estimation, respectively. The probability of the
relevant document d choosing topic zd is sampled according
to the following conditional distribution:

p(zd = k|st , α, β)

= p(zd = k|�z¬d, �dr , α, β)

∝ mz,¬d +α/K

| �dr | − 1 + α

∏
w⊂d

∏Nw
d

j=1(n
w
z,¬d +β+ j − 1)∏Nd

i=1(nz,¬d + Vβ+i − 1)
(14)

where K is the pre-defined size of the latent topics, V is the
vocabulary size, Nw

d is the term frequency of word w in the
document d , mz,¬d is the number of documents assigned to
topic z excluded d, nw

z,¬d is the frequency of word w in topic
z excluded d, nz,¬d is the total number of words in topic z
excluded d, �z¬d is the topic labels of each relevant document
excluded d, and α and β are the Dirichlet prior parameters of
topic and word distributions, respectively.

C. Parameter Estimation in RL

Our objective is to learn an optimal policy to maximize the
log expected cumulative reward formulated in (3). However,
it is difficult to be maximized directly. Therefore, we apply
a mixture between EM and Monte Carlo sampler (aka, Gibbs
EM algorithm) following [26]. In the E-step, we sample multi-
ple actions to obtain a collection of latent relevant documents
by fixing the policy parameter θ and the state s. In the
M-step, we maximize the cumulative reward with respect to
the policy parameter θ , and then update the state s. The detail
of the algorithm is shown as follows.

Algorithm 1: An EM algorithm for optimizing the expected
reward with respect to the policy parameter θ is given by the
following.

E-Step: We sample T times of actions to obtain the latent
relevant documents

αt ∼ p(s)πθ(αt |s), t ∈ T . (15)

M-step: Following the log expected cumulative reward for-
mulated in (3) and the reward transformation defined in (6),
we maximize the cumulative rewards by keeping the positive
feedback and discarding the negative one [the feedback eval-
uation is in terms of B21(d)]

θk+1 = arg max
θ

T∑
t=1

λt−1 p(s)πθ(αt |s) log rt (16)

where state s is updated as follows, with (4) and (6):

s = s ∪ {B21(d) > τ }d∈ �dnew
. (17)

In the above-mention4ed algorithm, we repeat the E-step
and M-step until convergence θk+1 ≈ θk .

D. Training Process of TAM

The overall training process of our proposed TAM is sum-
marized in Algorithm 1. First, given keywords S, we group
documents containing S into a pseudorelevant document set
and initialize the variables (lines 2–10). Then, we perform
the Gibbs EM algorithm for optimization. Specifically, in the
E step, we sample T times to obtain a list of directional
words for the further actions of obtaining a new collection
of documents �dnew (lines 13–16). The probability of each
word selected as the directional one is calculated by (5). After
that, in the M step, we compute the reward transformation
with threshold τ for the new documents �dnew according to (6)
(lines 18–20). To maximize the cumulative rewards, we only
keep the positive feedback, i.e., B21(d) > τ , and discard
the negative one, i.e., B21(d) ≤ τ (line 21). Then, with the
updated relevant documents �dr , we conduct state transition
and update θ (lines 22 and 23). Besides, we also perform
fine-grained topic generation by exploiting DMM [20] on
the relevant documents �dr to update the parameters of topics
and words distribution based on (14) (line 24). We repeat
the above-mentioned E-step and M-step until achieving
convergence.

IV. EXPERIMENT

In this section, we evaluate the performance of the proposed
TAM by comparing the binary clustering and the final topic
generation results. The evaluation metrics are in terms of the
F1 score and the proposed normalized mutual information
(NMI)-F1 over four real-life data sets. Our experiments show
that TAM outperforms state-of-the-art models.

1) Data Sets: 1) Google News:1 This data set is one
of the labeled collections which has been used by [20]
and [27] to evaluate the clustering performance. It contains
11 109 news articles (including titles and snippets) grouping
into 152 topics. In our experiments, we follow the instruction
in [20] and further divide the data set into three subsets:
TitleSet(TSet) and SnippetSet(SSet) contain the titles and
snippets, respectively, and TitleSnippetSet(TSSet) contains
both of them. 2) TweetSet: This data set contains tweets
which are labeled in the 2011 and 2012 microblog tracks
at Text REtrieval Conference.2 The NIST assessors have
evaluated all the submitted tweets and retained the qual-
ity ones, which contain 89 topics and include 2472 tweets
correspondingly.

For the above-mentioned data sets, we only apply a simple
preprocessing on them: 1) convert all letters into the lowercase
ones; 2) remove non-Latin characters and stop words; and
3) conduct word stemming. After the preprocessing, the sta-
tistics about these data sets are given in Table I.

1https://news.google.com/news/
2https://trec.nist.gov/data/microblog.html
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TABLE I

STATISTICS OF THE EXPERIMENTAL DATA SETS

2) Evaluation Metrics: Notice that the proposed TAM with
RL has two evaluation tasks. The first task is binary clustering,
aiming to identify all relevant documents related to the given
keywords. Therefore, we utilize F1 score for measuring doc-
ument clustering performance, which is widely used in infor-
mation retrieval [27]–[29]. For the second task of fine-grained
topic generation, we propose NMI-F1 to evaluate the topic
generation following the clustering task. This metric contains
two parts. The first one is NMI, which is a widely used met-
ric [27], [30] to evaluate the topics with ground truth. Since the
topic generation is conducted on the clustered relevant docu-
ments, NMI multiplied by the normalized F1 score (the second
part of the metric) can measure the results comprehensively.
The details of the formulas will be given in the following.

1) F1 Score: Let TPk, FPk , and FNk be the number of true
positive, false positive, and false negative documents,
respectively, related to the given keywords of topic k.
F1k reaches 1 in the best case and correspondingly
0 in the worst case. In general, F1k of topic k is
formulated as

F1k = 2 ∗ TPk

2 ∗ TPk + FPk + FNk
. (18)

2) NMI-F1: Let K denote the total number of topics given
by users. And nh denotes the number of documents in
topic h. nl denotes the number of documents in cluster
l. nh,l is the number of documents both are in topic h
and cluster l. n is the total number of documents. The
value of NMI-F1 is equal to one if both the clustering
and topic generation results precisely match the ground
truth, whereas the value is zero for the worst case. The
formula is defined as

NMI−F1=
∑

h,l nh,l log
(

n∗nh,l

nh∗nl

)
√(∑

h nh log nh
n

)(∑
l nl log nl

n

)
∑K

k=1 F1k

K
.

(19)

3) Baseline Methods for Comparison: Since our major
objective is to retrieve all relevant documents related to the
targeted topic by given keywords, we sum up three models,
which are commonly used for the targeted topic analysis.

1) TTM: Targeted topic model based on the spike-and-slab
method is proposed by [4] to enable focused analysis
on a specific topic related to the given keywords. Their
experiments demonstrate the effectiveness of TTM
when performing analysis on one specific topic data
(e.g., E-cigarette). Whereas, each of our experimental
data sets contains multiple topics (e.g., sport,

international affairs, and e-products), and the number
of documents in each topic is imbalanced, which will
induce more data sparsity compared with only dealing
with one specific topic.

2) GPU-DMM: Generalized Pólya Urn (GPU)-based mod-
els proposed by [5] and [6] are semisupervised models,
which utilize the external source as the prior knowledge.
They perform targeted analysis tasks by giving a biased
promotion when sampling the words related to the
given keywords. We implement their model [6] and fit
it into the binary clustering application. In addition,
we manually label a set of seed words according to the
given keywords as a substitute for the external source.

3) MaxEnt-DMM: Different from the sampling promotion
in GPU models, maximum entropy hybrid models
proposed by [7] and [31] incorporate extra arbitrary
features to give a biased weight for the related words
in the generative process. During the implementation,
we also combine the manual labeled seed words as the
external features for the word weight assignment in the
experiment.

4) Parameter Settings: For the RL optimization of our
model, we have the following parameters: τ , λ, and ε. Among
them, τ is a threshold defined in (6), which is set up based on
the data sets. In our experiments, we adopt twofold validation
for searching the appropriate values of τ . Specifically, for
each data set, we randomly select 30% of the training data
to search the optimal values with respect to the F1 scores.
We get the results of τ as 8, 10, 12, and 20 on TweetSet,
TSet, SSet, and TSSet, respectively. Besides, as stated in (2),
λ is a discount factor for the bounded rewards. In this article,
we design the reward function, referred to (6), that returns
constants satisfying different conditions. In practical applica-
tion, we adopt a residue norm tolerance ε to stop the iteration,
i.e., using |θk+1 −θk | < ε as the convergence condition. We set
ε = 1e − 3 in the experiments. For the fine-grained topic
generation of our model, we contain the parameters α and
β. Since we exploit DMM [20] on the relevant documents,
we simply follow DMM by setting α = 0.1 and β = 0.1. For
the parameters in the baseline models, we follow the preferred
settings in their corresponding articles.

5) User Given Keyword Selection: Note that the data sets
we used are with ground-truth labels. For the keyword selec-
tion of each topic, we first simply count the words and keep
the ones with top-ten frequencies. Then, human beings can
quickly select one or two keywords to represent the topic.

6) Text Clustering Evaluation: As introduced before,
we employ F1 score to evaluate our binary clustering task.
The results of the aforementioned models compared with TAM
are reported in Table II. Each data set contains five distinct
keyword sets for the targeted topic analysis. Note that TSet,
SSet, and TSSet are three variant data sets from Google News,
and TweetSet contains the tweets from microblog tracks. Thus,
the keyword selections between them are different. Besides,
since the contents of TSSet include SSet, we employ the same
keywords for SSet and TSSet to evaluate the performance
persistence of our method. While the keywords for TSet
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TABLE II

F1 SCORES OF TARGETED TOPICS ON FOUR DATA SETS. THE LAST TWO ROWS ARE: 1) THE AVERAGE SCORE OF EACH MODEL ON ALL TARGETED
TOPICS AND 2) THE AVERAGE IMPROVEMENT ACHIEVED BY THE PROPOSED TAM OVER THE OTHER MODELS ACCORDINGLY. NOTE THAT

“PREC” AND “REC” ARE SHORT FOR “PRECISION” AND “RECALL,” RESPECTIVELY

have slight changes to evaluate performance diversity. From
Table II, we have the following observations:

1) The proposed TAM outperforms the other models signif-
icantly. The total average score of each model and the
total average improvements by TAM are presented in
the last two rows in Table II. Among them, GPU-DMM
achieves the second-best F1 score of 0.63. Compared
with GPU-DMM, the major advantage of TAM is that it
can discover more relevant keywords by the proposed
RL policy, which helps to identify more documents
related to the targeted topic with a few keywords given
by users. Moreover, the GPU model aims to increase
the sampling probability of the relevant document by
giving a biased promotion to the words that co-occur
with the given keywords, which causes the noise prop-
agation brought by those irrelevant words in the same
document. And these irrelevant words may have high
word frequency in the nontargeted topics.

2) TTM model achieves the second-best precision score
of 0.61 in the total average scores because it exploits the
“spike-and-slab” function to alleviate the word sparsity
and identify the focused terms, which is similar to the
function of the proposed RL policy. Therefore, it can
also find out the latent relevant documents relating to
the targeted topic but not containing the given keywords.
However, the recall rate of TTM is the lowest, which
is only 0.57 on average. One reason is that when
the “spike” function guarantees more accurate results,
the “slab” function relatively produces a limited effect.
And if we amplify the “slab” function, the precision

rate will decrease. Another reason is that the model of
“spike-and-slab” cannot restrict the noise propagation
from irrelevant documents, as described in Section I.
In contrast, our proposed TAM has a reward calculation
function to prevent this problem.

3) The precision rates of GPU-DMM and MaxEnt-DMM
are low, with 0.57 and 0.40 accordingly. They both give
promotion or larger weight to the words co-occurred
with the targeted keywords. And these promoted words
can be used to discover more latent relevant documents.
However, promotion based on the explicit word co-
occurrence pattern will also induce more noise in the
binary clustering task and cause noise amplification
problems by those irrelevant words.

4) Notice that some negative points about comparative
precision and recall rates are shown in Table II. We can
see that GPU-DMM and MaxEnt-DMM are effective
on the recall rate, and TTM is valid on the precision
rate. Nevertheless, the proposed TAM can consider all
of these aspects and reaches the highest F1 in the total
average scores.

Besides, we also evaluate the computational performance of
our proposed method compared with the baselines. In terms
of the runtime evaluation, the proposed TAM achieves similar
performances of TTM, while outperforms both GPU-DMM
and MaxEnt-DMM. The reason is that, for a newly arrived
document in the clustering, TAM and TMM will first deter-
mine if it is relevant to the given keywords. If not, these
methods will discard this document, and no further compu-
tation is needed. In contrast, GPU-DMM and MaxEnt-DMM

Authorized licensed use limited to: Dalian University of Technology. Downloaded on July 30,2020 at 01:39:01 UTC from IEEE Xplore.  Restrictions apply. 



This article has been accepted for inclusion in a future issue of this journal. Content is final as presented, with the exception of pagination.

8 IEEE TRANSACTIONS ON NEURAL NETWORKS AND LEARNING SYSTEMS

TABLE III

NMI-F1 RESULTS OF THE EXPERIMENTAL DATA SETS

will perform topic generation anyway. In general, the runtime
performances of TAM and TTM are proportional to the
percentage of the targeted documents in the corpus. In com-
parison, the GPU-DMM and MaxEnt-DMM performances are
proportional to the whole size of the corpus.

7) Topic Generation Evaluation: As our final goal is to
acquire the fine-grained topics on the retrieved relevant docu-
ments, we employ the proposed NMI-F1 metric for evaluation.
The means with standard deviations of NMI-F1 are shown
in Table III. K is the setting of the topic number in DMM.
For the comprehensive comparison of the above models,
we uniformly apply DMM [20] on the documents retrieved
by the aforementioned models and run 20 independent trials
on each data set. From Table III, we can see that TAM always
achieves the highest score compared with the other models on
all data sets. Another observation is that GPU-DMM achieves
the second-best performance of NMI-F1, and MaxEnt-DMM
takes the worst cases. These results are consistent with the
performance of the F1 score, as shown in Table III.

8) Convergence Analysis: In this section, we perform the
convergence analysis of Algorithm 1. To derive our learning
algorithm, similar to the previous work [14], [16], we start
by establishing the lower bound of J (θ) as shown in (3).
Then, we optimize the lower bound with an EM algorithm.
More details of parameter estimation can be referred to
Section III-C. As shown in Fig. 1, we adopt the variation
degree of the training parameters |θk+1 − θk | < ε as the con-
vergence condition, where ε is set to 1e−3 in the experiments.
The average variation degree and the running time of all data
sets are reported in Fig. 1, where we can see that our TAM
can achieve convergence after 10 epochs on average.

V. RELATED WORK

Our proposed TAM is related to the focused analysis topic
models, which [4], [8], [9] have studied before. Parts of
them [5]–[7], [32], [33] incorporate the prior domain knowl-
edge into the topic clustering. And some [7], [34], [35] of

Fig. 1. Average variation degree of the training parameters and the runtime
performance with respect to the epoch on all data sets.

them are semi-supervised topic models that conduct specific
and general aspects of opinion analysis in product reviews.
However, their work is mostly based on the full-analysis
models and aims to analyze the whole topics in a given
corpus. In this article, we formulate our problem as a targeted-
oriented task, in which the keywords of the target topics are
specified, and the goal is to extract the relevant documents
in the collections. Previous study [4] provides the focused
analysis of a specific topic on one particular domain. But their
work dealt with neither document-level binary clustering task
on the multiple imbalanced domains nor nontargeted document
instruction problem. To compare our proposed model on the
binary clustering task, we categorize the previous studies on
the targeted analysis of topic models into three groups.

A. Spike and Slab Prior

The “spike-and-slab” prior is introduced in [36] and incor-
porated into the probabilistic topic model by [8], [9], and
[37] as an effective way to reduce the word sparsity. But
their proposed models are full-analysis models and cannot
retrieve relevant documents based on the given keywords.
After that, [4] proposes a targeted topic analysis model, which
supports focused analysis in one topic. The principle of the
hypothesis is based on the nature of a pair of prior parameters
resembled as a switcher-like “on” and “off” selector. In brief,
“spike” exploits a strong prior for the selection of related
words, while “slab” smooths the words not selected by “spike”
with a weak smoothing prior. Though the implementation of
biased sparsity in [4] solves the issues of decoupling and
smoothing word sparsity, their work is a lack of considera-
tion about document intrusion problem when performing the
focused analysis task. Moreover, they show poor performance
on the overfitting problem and the binary clustering task when
dealing with an imbalanced data set containing multiple topics.

B. Generalized Pólya Urn

Classical topic models (e.g., LDA) follow the Simple Pólya
Urn (SPU) model in the sense that when a ball of a particular
color is drawn from an urn, the ball is put back to the urn along
with a new ball of the same color. However, when handling
the focused analysis problem, the SPU model cannot perform
well because of the word sparsity in the short texts. Hence,
in order to increase the proportion of a ball with a particular
color (represented as the specific topic), the generalized GPU
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model is proposed by [38] and [39]. Similar to the biased
prior, as mentioned earlier, the goal of the GPU model is to
increase the probability of the targeted word represented as
the colored ball in the urn. By analogy with the GPU model,
[5] and [6] exploit the explicit word co-occurrence pattern and
give a biased promotion to the regular words which co-occur
with the keywords in a document. By giving a promotion to
the co-occurrence words, this GPU method is able to address
the word sparsity problem to some extent. But still, it is not
applicable to the targeted topic analysis, because it is a lack of
control for the promotion of the noise words. Moreover, it is
difficult to discover the complete targeted documents with a
few keywords given by the users.

C. Maximum Entropy Hybrid Model

Discriminative maximum entropy, also known as MaxEnt,
is proposed by [31]. It serves as a component which is able
to incorporate the extra arbitrary features with the standard
generative component in the graphical model. The MaxEnt
component shows its effectiveness in [7] by leveraging the
part-of-speech tags as the prior knowledge to separate the
general and specific opinion words. If a word is marked as
the specific one by the external source, a biased weight will
be applied to this word in the generative process. Similar to the
GPU model, MaxEnt related models are also semisupervised
and perform a full analysis of the entire corpus. Its effective-
ness mostly relies on predefined training data.

Although the above-mentioned methods are effective in
dealing with the word sparsity problem, they show poor
performance on the targeted topic analysis task when dealing
with the short texts (e.g., Tweets). Our proposed model is
able to solve the above-stated challenges. Moreover, we deem
the proposed model performing in an unsupervised learning
manner because there is no user interaction during the training
apart from user given keywords at the beginning. We resort
to RL with the Bayesian factor (Section III-B), which can
automatically evaluate the relevance degree of newly arrived
documents.

Besides, some previous work, such as the seed-guided topic
model [40] and RL-related topic model [41], are proposed. Our
work is related to these models but with notable differences.
The essential distinction is that the assumption of short texts
that each short document only contains one topic does not
hold in the previous models since they are not designed for
short texts. Moreover, in the seed-guided topic model [40],
the users need to provide both the targeted seed words
and the irrelevant-topic seed words simultaneously. As stated
by us, without the corresponding seed words, the model is
hard to identify the irrelevant-topics successfully, leading to
inferior classification performance. By contrast, in our model,
we only need the user given keywords. Then, the proposed RL
policy search method will discover the relevant documents.
In addition, the RL-related topic model [41] is a full-analysis
model instead of the relevant document retrieval.

VI. CONCLUSION

In this article, we study the problem of performing focused
analysis of the short texts. Instead of the generative process

in the traditional topic models, we model the clustering goal
as an MDP task and propose TAM with RL to get the
fine-grained topics. And these fine-grained topics will help
the users to perform a deeper analysis in the social media
applications. The experiments on the real-life data sets have
shown the effectiveness of the proposed model when coping
with the sparse and high-dimensional problem of short texts
with multiple domains. Moreover, notice that we propose a
framework of topic modeling incorporating with RL, we can
explore more variants of the topic models for fulfilling other
customized, targeted analysis demands and getting better fine-
grained clustering results in the future work.

Notice that we propose a framework of topic modeling
incorporating with RL, and in the future work, we can
explore more variants of the topic models for fulfilling other
customized, targeted analysis demands and getting better fine-
grained clustering results. For example, we can incorporate the
targeted analysis into the online short text clustering [42], [43].
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